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Europe has a wealth of cultural heritage sites and, according
to UNESCO1 , Italy is the country that has the largest number
in Europe. The conservation of such sites is a very challenging
task, as it requires periodical surveys, where teams of experts
need to carry heavy equipment on the field. Surveys require
a lot of manual labor making the task extremely expensive,
slow and prone to error. In addition to that, many sites are
dangerous and pose serious risks to the surveyors on the field.
For example, consider sites such as catacombs that extend
for several kilometres and several floors under many cities
across Europe. Most catacombs are partially unexplored due
to the high risk of entering them. Indeed, most catacombs are
unstable and there is a high risk of collapse. Moreover, most
of the (non-ventilated) catacombs yield a high concentration
of radioactive radon gas limiting human intervention to 15-30
min at most.
In this extended abstract we provide a brief overview the
ROVINA project2 . ROVINA is a three-year and a half research
project that is co-funded by the European Commission in the
frame of the FP7 program. The University of Bonn (GE),
University Freiburg (GE), University Aachen (GE), University
Leuven (BE), Sapienza University of Rome (IT), Algorithmica
Srl (IT) and the International Council of Monuments and
Sites (IT) compose the ROVINA consortium. ROVINA aims at
making surveying of cultural heritage sites faster, cheaper and
safer through the use of autonomous robots that will enable
3D reconstructions at a completely new scale and quality.
The ROVINA robots can autonomously explore archeological
sites. The data collected during the exploration is stored into
the Cloud and is used to deliver advanced analysis services
for structural engineers, historians and preservation experts.
As the models are extremely accurate and visually appealing,
ROVINA has created an online museum for the general public
that is build on top of a WebGL virtual site viewer.
The project will be evaluated through case studies in the
catacombs of Rome and Naples. Indeed catacombs are a very
interesting case study.There are approximately 100 catacombs
in Italy that are scattered through 29 cities. As one may expect,
most of the Catacombs are in Rome that counts 48 of them,
but there are also 11 in Naples. Catacombs may extend for
several kilometres and are composed of different floors. For
1 http://whc.unesco.org/en/list/
2 This work has partly been supported by the European Commission under
contract number FP7-600890-ROVINA

example, the Catacombs of Santa Priscilla extend for 13 km
over 3 floors.
The experimental evaluation of the ROVINA system will
be performed in the S. Priscilla catacomb in Rome and the
S. Gennaro catacomb in Naples selected by the International
Council of Monuments and Sites as the most representative
sites for this class of cultural heritage, both in terms of
archeological impact and of robotic challenges.
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Fig. 1: Pictures from a preliminary analysis of the S. Priscilla
catacombs
Our preliminary analysis of the sites highlights a harsh
environment (see Figure 1) that is similar to the environments
faced by rescue robots: there are steep slopes, uneven grounds,
challenging obstacles, drifts and debris, dangerous passages,
huge unexplored areas, health hazards due to radioactive radon
gas, and poor wireless connectivity. In addition, operating
in an archeological environment, the robots have to deal
with fragile objects, artefacts, wall paintings, bones, carvings,
etc. A detailed analysis of the two sites is available in [1],
while the datasets we collected are available on our website
http://www.rovina-project.eu/research/datasets.
At the core of the ROVINA project there are three robot
prototypes (see Figure 2) that we will use to explore and
collect data about the catacombs. The robot is used by cultural
heritage experts, called surveyors, to explore and build 3D
models of the archeological site at hand. Surveyors deploy
the robot at the entrance of an archeological site and remotely
operate it through a Mission Control Interface (MCI). The

Fig. 2: A preliminary prototype of the ROVINA robot.

interface is very similar to the one of a 3D videogame.
The surveyor has a birds eye view of the robot and looks
at a local 3D reconstruction while tele-operating it with
a joystick. Automatic navigation systems such as obstacle
avoidance prevent the robot from causing damage due to
human error. Additionally video streams can be projected on
the 3D reconstruction and a 2D mini-map is shown in order
to provide a global view. This interface configuration of the
mission control interface is called multi-modal (see Figure
3). During the exploration the operator can select regions
of the environment and annotate them for further analysis
and classification after the completion of the mission. The
robot itself can also highlight interesting areas (such as ones
containing pots, frescos or bones) for further inspection.

in order to adapt to the new bandwidth limitations. A mockup
of the interface is depicted in Figure 4. The map provides
a more abstract 2D representation of the environment called
traversability map [2] that is shown in Figures 4 and 1d. Colors
in the map provide qualitative information on the terrain: black
denotes unexplored areas, green safe to traverse areas, yellow
denotes mobility challenges such as debris or stairs and red
denotes dangerous areas that the robot cannot traverse. The
user can select a target location by clicking on an area on
the map. The robot will automatically compute the safest path
and follow it to the target location without the need for direct
teleoperation. While traversing unexplored areas, the robot will
update the 2D map according to the new information he has
perceived through its sensors. In addition to that, the robot
can recognise and signal interesting features and objects in
the environment. For example, the robot can communicate to
the surveyor that he has identified a manufact made of ceramic
in a given location. The surveyor can then request a picture (as
shown on the top left mockup of the MCI in supervisory mode)
to further assess the discovery that then can be annotated in
the map.

Fig. 3: A mockup of the mission control interface in multimodal mode.
The multi-modal configuration requires a large bandwidth
that is provided by a dedicated point-to-point Wi-Fi connection. While this type of connection is suitable for many indoor
environments, it has a limited range in a catacomb and its
performance will quickly degrade until the connection is lost.
To this end, as soon as the connection quality reaches a given
threshold the robot starts releasing Zigbee devices. These devices act as repeaters and allow for maintaining connectivity at
the price of a lower bandwidth. The Zigbees create a low-cost
wireless mesh network that can last years thanks to their lowpower characteristics and that can act as a sensor network and
continuously stream a wide set of data such as temperature,
humidity and pressure. When the robot starts deploying zigbee
nodes, the interface switches to a so-called Supervisory Mode

Fig. 4: A mockup of the mission control interface in supervisory mode.
Although the zigbees can greatly increase the time that the
robot is connected the robot will eventually run out of devices
to deploy. When this happens, the MCI will enter a so-called
autonomy mode. In this mode the user pre-plans short missions
during which it will loose contact with the robot. For example,
the user may ask the the robot to explore a given region for
30 min and to report on the traversability of the terrain and

on interesting items it may encounter. During the mission the
robot will not be in contact with the operator. When time
is over or when the entire area is explore the robot will
return where the mini-mission had started and it will report,
through the supervisory interface, the traversability map of
the explored area annotated with the interesting objects he has
found. On request, the robot may transmit additional data such
as pictures. Based on this information, the operator can plan
subsequent mini-mission as for example further explore the
area or to go elsewhere.

Fig. 5: First mapping results during the preliminary acquisition
In order for the the operator to have a better understanding
of the environment and to enable autonomous navigation,
we have been developing beyond state of the art approaches
for Simultaneous Localization and Mapping (SLAM). In particular, we are developing Graph SLAM variants that can
run online during the mission [3]. The project’s approach is
characterised by an optimisation backend [4] and a number
of heterogeneous frontends that take advantage of the sensors
available on board (i.e., arrays of cameras, RGB-D cameras
and 3D lidars). Catacombs are a very challenging environment
and as such robustness of SLAM is crucial for avoiding the
robot getting lost. To this end, we have devoted a considerable
effort in making the approach more robust to outliers [5],
[6], to assessing the degree of consistency of maps [7] and
to automatically calibrating the sensors [8], [9].
Once the mission is over, the robot will have gathered
an enormous amount of data from its sensors that include
laser scans and pictures. These data are uploaded to a cloud
computing facility where they are used for offering a number
of online services. The building block of these services will
be an extremely accurate 3D model that will be built offline.
To this end, we will exploit a Structure From Motion (SFM)
pipeline for dense reconstruction. SFM takes the SLAM output
as an initial guess for the model in order to provide an output
that is more accurate and dense, thanks to the data collected
by 7 industrial cameras mounted on the robot. Figure 6 shows
some snapshots from one such reconstruction made in S.
Priscilla.
It is worth noticing that the robot is capable of understanding in the 3D models. This is very important at run-time for
identifying interesting objects or areas, and later on on the
refined model for giving the capability to query semantically

the models. For example, one may query for portions of the
model made of a given material or containing specific types
of objects. Out approach to semantic mapping [10] has won
the ICRA’14 Best Vision Paper Award.
Based on the dense reconstruction and the semantic analysis
performed on top of it, we can offer web-based services to a
number of different users:
1) A site viewer where virtual tourists can visit high quality
3D textured interactive reconstructions of the sites.
2) An archive where humanists can classify, document and
query for items and portions within the site.
3) Structural analysis tool where engineers can analyse the
morphological aspects of the site performing measurements and analysing variations over time.
The ROVINA project, despite being at an early stage, has already achieved a number of important goals. Three prototypes
of the robot are now available and are recoding data. These
datasets have shown that current SLAM, SFM and semantic
segmentation algorithms are capable of generating small scale
models that have many of the features of the final system. We
are currently developing a virtual site viewer that will enable
us to promote the results to a wider audience through the
project’s official web site at http://rovina-project.eu.
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Fig. 6: Examples of dense 3D reconstruction from the SFM pipeline

